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+ �	���
�����	�
The DART project is an ambitious proof-of-concept project to develop tools to 
support the new collaborative research infrastructure of the future. The project aims to 
enable researchers and reviewers to access original and analysed data, collaborate 
around the creation of research outputs, stored publications, plus add content, 
annotations and notes. It will also look at the collection of large datasets, including the 
remote control and automated data collection. [1]. 
This document provides a final report for the Storage and Interoperability Work 
Package 9, Scope and Pilot Infrastructure Requirements. SI9 WP has implemented the 
primary and secondary storage requirements of the DART project.  This work unit 
interfaces with many other work units, as shown in Figure 1. 

�

 
Figure 1 ,#�)�-��./'�(���#��.���������,������� �

�
More specifically a very large storage infrastructure is required to store outputs from 
the various instruments and sensors in the identified research communities. This 
infrastructure will need to be built using a hierarchical storage management approach 
comprising fast online and relatively slower near-line storage systems. This work 
package has looked at the engineering and configuration requirements for such a 
system, and will implement a proof of concept installation using Monash’s SAN and 
HSM infrastructure. 
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The goal is to design a storage infrastructure, which will be provisioned so the data 
can be in multiple locations via middleware such as SRB, and to detail policies 
associated with the storage of that data. 

The DART storage is to be delivered via funding from a number of sources. Figure 2 
is a high-level block diagram of the proposed dual data centre solution. DART 
software components are shown within the ‘green’ ellipses; embracing Identity 
Management, Security, Gridftp, Storage Resource Broker (SRB) and Hierarchical 
Storage Management (HSM). 

�

� � � � � � � � 	

 

Figure 2 Monash e-Research Interoperability Diagram  

1.1 Goals and Objectives 
The main goal of SI9 is to scope and pilot storage infrastructure requirements for the 
Dart project. A very large storage infrastructure will be required to store outputs from 
various instruments and sensors. This storage will need to be built using a hierarchical 
storage management approach comprising fast online and relatively slower near-line 
storage systems. 
 
Activities 
The activities planned to scope and pilot the storage infrastructure requirements were: 
·  Identify High Performance Computing data centres (collaborative and reference 

sites). 
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·  Design of primary and secondary data stores for synchronous and asynchronous 
data streams. 

·  Identification, installation and configuration of Hierarchical Storage Management 
Software. 

·  All aspects of data integrity, security and ownership transferral within the storage 
brokering layer. 

·  Define Policies for data storage, movement, metadata and replicas. 
·  Compatible or standard interface for Hierarchical Storage Management interface 

between institutions. 
�

Deliverables 
 
The major deliverable for the work package was a pilot storage infrastructure system 
including the following items. 
 
·  Secure robust repositories maximising availability, security, response time and 

throughput. 
·  Test of different data sets with varying data sets patterns and metadata. 
·  Simulated network models for performance evaluation. 
·  Primary and secondary data storage designs for handling synchronous and 

synchronous data streams and static data sets. 
·  System level storage policies for long-term data retention. 
·  A proof-of-concept/pilot service for resilient data storage and replication. 
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% ���0����"������	���
The milestones for this work package were 

1. Design of the storage system 

2. Implement pilot system 

3. Version 1 production service 

%�+ ,����	�����.�����������������

The design phase consisted of an extensive review of the current state of the art in e-
Research, both locally and internationally. This covered both the hardware and 
software being used and approaches to the overall design of storage systems to handle 
extremely large datasets. Consideration was given to enabling Australian researchers 
to collaborate on the international level. Approaches to archiving and replication were 
studied. This section briefly describes the areas covered. Section 3 gives details of 
what was done. 

The outcome of this milestone was a System Design Document. 

 

%�+�+ ��(��1���������2���������
�����

This involved reviewing available storage resource broker products and their feature 
sets to find a product that best met the requirements of the DART project and its work 
packages. This involved talking to institutions in Australia and overseas about how 
they were handling large amounts of data and the associated metadata. It also 
involved ascertaining the requirements of the software itself. 

�

%�+�% ��(��1����-��
1����*����	�	���

This activity involved reviewing hardware components best suited to supplying the 
underpinning infrastructure for the storage resource broker. Again this involved 
talking to institutions both in Australia and overseas. 

�

%�+�3 ��(��1� ��� -�"� ���
����!� �	���
�	�� ��������	�� ���
*#�)4��

HSM components, such as DMF and SAM-FS, were reviewed to determine which 
were best suited to providing the hierarchical storage requirement for the storage 
resource broker. 

�
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%�+�5 ��(��1� ��� �6����	�� ,"�� �	���������	� �����
�����!� �	 
�
�	���������	�����#" /����	���	�������������
��

It was necessary to determine whether our existing DMF installation was suitable for 
the DART project requirements. This review also involved the installation of a SAM-
FS instance to study. 

�

%�+�  ,����	��������������������

Detailed discussions were held with other DART work units about their requirements 
for storage in terms of the DART definition of primary storage. 

�

%�+�7 ,����	��������	
������������

This milestone involved talking to other DART work units about their requirements 
for storage. 

�

%�% �������	�����������(����

The second milestone was to implement the technologies as per the design created in 
the System Design document. Whilst it is difficult to demonstrate this sort of service, 
a photographic record of the equipment installed has been provided in section 3 of this 
report. 

 

%�%�+ �	���������	���������������������2���������
����

A test instance of the selected storage broker SRB (refer section 3) was installed for 
other work packages to utilise. This also involved the documentation of the 
installation process. 

�

%�%�% *�	���������	��	
������	�������������
���������
��� ��

This involved testing SRB with other DART units, making observations about the 
functionality of the product, and documenting any possible issues associated with the 
product. 

 

%�%�3 *�	���������	��	
������	�����-�"������	�	����

This activity suffered some delay due to the selection of a tape library by Monash 
University. It was also delayed further by the DMF support for the tape library. 
Contingency plans were put in place until the tape library arrived in January 2007, and 
was configured. SGI have added DMF support to the library in March 2007. Official 
support for the library will be available in the next update of DMF.  
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�

%�%�5 �	�������	����������
�������	
�-�"��������������	�� �

This milestone has also been delayed due to the selection of the tape library, but 
documentation has been included in the report based on similar installations. 

�

%�%�  ���������	
�����	
�������������������	�����	�

The HSM component of the secondary storage has been delivered and procurement of 
a tape library completed. There has been a delay in securing support under DMF but it 
should be available in the second half of 2007. 

 

%�%�7 �	��������	� ��� �������� �	
� ����	
���� ��������� �	��� ��
	����	��� �	
8��� �	���	����	��� 
���� ���
� ��		����(�� �� ����
���������(����

Real data transfer is dependant on institutions agreeing to co-locate data and 
addressing the legal issues of ownership. However testing has been done on non-
critical data. 

�

%�3 ������	�+����
�����	����(����

The production level service was scoped as a two year project and was scheduled for 
completion in February 2008. The following activities will be completed separate to 
DART. As such we can only comment on them and make recommendations. 

 

%�3�+ ,���� ���
� �	��������� 1��.� ��

��1���� 9� :)!� ��2!� �.� 

����.8�
"#"��������
��	��������	�

This was out of the timeline of the DART project scope, but we have commented and 
made recommendations in section 3. 

�

%�3�% ��
/
���
���������	
���������

This was out of the timeline of the DART project scope, but we have commented and 
made recommendations in section 3. 

�
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%�3�3 �����������������	�+����
�����	����(����

This was out of the timeline of the DART project scope, but we have commented and 
made recommendations in section 3. The design of the components in this design has 
been done with a production focus. Therefore most of this design should be able to 
transfer to a production status with little modification 

%�5 )��.	��������������	���

The DART project will leverage this infrastructure through the SI9 work package to 
provide primary and secondary storage to the other work units.  It would be 
anticipated that this data would most likely find itself being ingested into a storage 
facility with the potential to be replicated at more than one storage repository in 
various geographic locations. 

This will be a pilot that will also look at the HSM components underneath SRB to 
manage data on tiered storage. Refer to Appendix 9.1 for more detailed information 
regarding infrastructure. 

The goal is to design a storage infrastructure, which will be provisioned so the data 
can be in multiple locations via middleware such as SRB, and detail policies 
associated with the storage of that data. The customer needs are for a primary and 
secondary storage design. There is also a requirement for an analysis of the policies 
associated with access to such storage. Finally there is a need for a pilot instance of 
this design for testing purposes. 

�
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3 ���0����4��������
In this section we will detail the work involved in the each of the milestones, and any 
issues affecting the implementation or delivery. 

�

3�+ ).�����������������,����	�"������	��

The outcome of this milestone was the System Design document. The following 
comments summarize the approach taken in the design phase and complete 
descriptions are contained in the original document. 

 

3�+�+ �����������������2������

The text in italics in this section is quoted from the SRB documentation.[3] 

During this phase we conversed with US and UK installations regarding software and 
hardware requirements. This was done during an e-Research information gathering 
trip for Monash University. It involved attending the SRB conference and meeting 
with the SRB team at SDSC. It also involved meeting with several large data 
repositories in the UK intending to utilise, or utilising SRB for large data stores, such 
as the Diamond Synchrotron.  

SRB was chosen as it is the most featured storage broker available and has wide 
spread use in the research community. Most importantly for interacting with other 
software it has support for such as HSM systems for storage, and authentication via 
GSI. There are however many things that must be considered in order to make a 
recommendation regarding a piece of software. In this section we will detail those 
considerations. Firstly what is SRB? 

As the name implies the Storage Resource Broker (SRB), brokers storage resources. It 
provides access, via a uniform API, to various types of data storage across local and 
wide-area networks, and maintains meta-data (data about the data) about each stored 
object (files). SRB, in conjunction with MCAT, provides a means for accessing data 
objects and resources through querying their attributes instead of knowing their 
physical names and/or locations. 

The SDSC Storage Resource Broker (SRB) provides the abstraction mechanisms 
needed to implement data grids, digital libraries, and persistent archives for data 
sharing, data publication, and data preservation. 

Many people, using only a subset of the features, find that using the SRB as global file 
system is its most compelling function. Users of multiple distributed computing 
systems find it to be an essential tool to easily and quickly access files from various 
locations. With the SRB's parallel I/O capabilities, the SRB will transfer files at least 
as quickly as any other mechanism, and usually faster. 

When selecting SRB we tried to compare it to other similar products available. It is 
however hard to compare SRB with other products as there are few products in the 
same area, and none that have the list of features that SRB has. There are products 
that are comparable with facets of SRB functionality. The SRB site compares SRB 
with some other products based on those facets. 
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The following is a list of products that compete with SRB in some manner, with a brief 
description of some differences. SRB is an integrated solution for distributed data 
management and distributed shared collections. 

·  AFS - SRB is more than a file system. SRB manages metadata, replication, 
parallel I/O, containers. 

·  Veritas - SRB is more than a backup system, it supports replicas, versions, and 
snapshots of files and containers. 

·  Oracle 10g IFS - SRB is more than a database system, it supports execution of 
SQL commands at remote databases. 

·  HPSS - SRB is more than an archive system, it integrates access across 
administrative domains and across heterogeneous storage systems. 

·  Avaki - SRB is more than a persistent object environment, it manages relational 
metadata. 

·  Globus toolkit - SRB is more than a set of services. SRB manages consistent 
state information in distributed environment. 

As we can see most products only offer a subset of the SRB features. SRB is also 
capable of interfacing to a wide range of applications, databases, and storage products.  
SRB also has an open defined API, so support can be built for products that currently 
do not interface with SRB. Some of the SRB interfaces are shown below. 

·  C and C++ library calls 

·  Shell commands 

·  Perl and Python 

·  Windows DLL 

·  Open Archives Interface 

·  WDSL 

·  Java 

Figure 3 gives an overview where various elements come together to provide a 
solution based on and around SRB. 
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�
Figure 3 SRB Interoperability Overview �

�

While open source products are obviously preferable from a licensing cost viewpoint, 
commercial products often have a better support system. In the area of storage 
brokering there are however no competing commercial products, other than an older 
less featured commercial version of SRB itself. 

As far as we know, there is no commercial product much like the SRB (except for the 
commercial version of the SRB). The biggest difference between commercial software 
and research products like the SRB is the lack of a Quality Assurance testing group. 
But we do a lot of testing of new features, as do our collaborative sites, and we have 
recently developed some automatic testing scripts and systems. SRB is also a mature 
product as it has been in production use since 1997. In 2000, a government agency 
thoroughly examined the code and provided us with fixes (memory overruns, etc). The 
design is such that most problems are fail-safe, due the the client/server design, and 
cross-checks within our MCAT library and of the DMBS systems themselves. We build 
on the quality and robust-features of modern DBMSs. 

General Atomics has certain exclusive commercial rights. See 
http://www.nirvanastorage.com. Nirvana Storage's SRB software split from SDSC 
SRB software in version 1.1.8 in 2001. 

Since then SDSC has released multiple versions of the SRB software with substantial 
enhancements including Zones, Bulk Operations, improved administration/ 
installation, stronger security, extended clients such as inQ, JARGON, MySRB, 
Matrix and Kepler, and extended metadata capabilities. 

The SRB protocol used in the SDSC SRB system provides many new features and 
functionalities and differs from the protocol used by Nirvana. 
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The commercial version however does introduce an interesting aspect to the open 
source version. Because some of the code in SRB was developed by a commercial 
entity, if SRB is used in a charge back model, the commercial entity is eligible for a 
royalty. 

When selecting a storage broker, we need to have an idea of where it is going to fit in 
and what other components are required to implement a solution based on it.  

SRB can be considered middle-ware like other grid technologies as it can be 
combined with higher level software, can interoperate with other grid components, 
and depends on other lower-level systems (archives, file systems, networks, a DBMS 
for the metadata catalog, etc). But unlike many other middle-ware components, SRB 
does not have to be combined with higher-level software to be utilized. With the 
various clients (Scommands, inQ, mySRB, etc), SRB is also a complete solution itself, 
a functional whole. 

Next we need to know whether the product and the data it is going to house, is secure. 

The SRB is quite secure. No computer system is perfectly secure, but the SRB provides 
a reasonable level of security while still providing convenience features and high 
performance. The Encrypt1 challenge/response is secure against network 
eavesdropping, while the use of user passwords is convenient and straight-forward 
for both users and administrators. Placing user passwords into files on host systems is 
a convenience, although if a host is compromised, those files could be read and the 
user's SRB identity assumed. GSI is also secure against network eavesdropping and 
somewhat less vulnerable against compromised hosts as only temporary delegation 
certificates are stored in files. 

Generally, the SRB is as secure as the DBMS used to store the MCAT and the 
physical resources used to store the data. User identity is as secure as the client host 
system. Since the SRB server runs as a non-root user, it does not present a 
vulnerability to the OS if compromised. This is a big advantage over software systems 
that need to be run as root. 

SRB supports three types of authentication:  

1. A basic password-based authentication (now phased out), 

2. password-based authentication in which the password is used in a challenge-
response protocol so no plain-text password is sent on the network ("Encrypt1"), 
and  

3. GSI authentication. Encrypt1 is a simple and secure stand-alone authentication 
system. In both password-based systems, user passwords are stored in the MCAT 
and users can record their passwords into their ~/.srb/.MdasAuth file to provide 
convenient and reasonably-secure access. GSI (Globus Grid Security 
Infrastructure) is convenient when using other Globus tools but requires users to 
acquire Certificates (i.e. a Public Key Infrastructure is needed). Previously we 
also supported SEA authentication (SDSC Encryption and Authentication system) 
but now GSI provides similar functionality. 

SRB is the only storage broker that interacts with a wide range of grid�������
�#���!�
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The next thing to consider in relation to any product is its performance. 

For transferring large files, SRB will normally be significantly faster than FTP, SCP, 
or NFS and the like, because of the SRB's parallel I/O capabilities (multiple threads 
each sending a data stream on the network). Sreplicate and Scp use parallel I/O for 
large-file data transfers by default, and you can use the -m option on Sput and Sget to 
select parallel I/O. 

For small files, transfers can be a little slower due to the additional interaction with 
the MCAT (especially to a remote MCAT), but you can use Containers and/or Sbload 
(Bulk load) and Sbunload (Bulk unload) to greatly speed these. For more information 
see, the man pages and Containers questions in this FAQ. We are working toward 
enhancing Sget and Sput to do bulk operations to non-container files to speed them up 
too. 

As we can see the performance of SRB is something that has been well considered 
and implemented. The next element to consider in relation to SRB is the database 
which stores all the metadata associated with the files stored on disk or tape. This 
database is referred to as the Meta Data Catalog, or MCAT. 

MCAT, or Meta data Catalog, is a meta data repository system implemented at SDSC 
to provide a mechanism for storing and querying system-level and domain-dependent 
meta data using a uniform interface. MCAT provides a resource and data object 
discovery mechanism that can be effectively used to identify and discover resources 
and data objects of interest using a combination of their characteristic attributes 
instead of their physical names and/or locations.  

In general the MCAT stores data about Users, Data Objects, Collections, Resources, 
Locations and Methods.  It carries assess control information and provides an audit 
trail of access to data sets. The requirements for SRB are detailed below with the 
supported products. First we will list the databases supported for the MCAT server. 

·  MCAT Metadata Catalog 

o Oracle 
o IBM 
o DB2 
o Sybase 
o Postgres 
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o mySQL 
o Informix 

As we can see SQL Server for Windows is not supported. Therefore if the SRB server 
is to be installed on Windows, the MCAT database must be on another UNIX 
machine. The default database supported in the SRB install script is Postgres, 
therefore it is the quickest and easiest to set up. Oracle and other databases require 
additional work to set up. We have included some documentation on installing an 
Oracle MCAT in Archived Documentation section. Recent versions of Postrgres can 
be clustered and have similar feature sets to commercial databases, so it is a good 
option for building a robust MCAT database. Commercial support for Postrgres is 
now available from a number of vendors, for example Sun, so selection of database 
will depend on in house licensing and skill sets. 

The next requirement is the SRB server itself. A list of supported operating systems 
follows. 

·  Windows NT 
·  Windows 2000 
·  Windows XP 
·  Linux 
·  IRIX 
·  AIX 
·  Hptrue-64 
·  MacOSX 
·  Solaris 

As we can see a wide range of operating systems are supported. The main other factor 
that will influence operating system selection is the HSM solution. While HSM is not 
strictly required, it is highly recommended when dealing with large volumes of data to 
greatly reduce the cost of storage. A list of supported HSM systems is below. 

·  HPSS 
·  ADSM  
·  UniTree 
·  DMF 
·  CASTOR 
·  Atlas DataStor 

File systems can be used with, or without HSM. Supported files systems are the native 
POSIX compliant file systems of the operating system the SRB server is installed on. 

·  UNIX 
·  Windows 
·  MacOSX 

Data can also be stored as database objects in a database. A list of supported database 
follows. 

·  DB2 
·  Oracle 
·  Sybase 
·  SQLserver 
·  Postgres 
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·  mySQL 
·  Informix 

�
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The main driving factors in the selection of hardware are the application requirements. 
In the case of SRB it runs on Windows and most versions of Unix.  As we will see in 
the SRB testing milestone ahead, there is also a need for the flexibility provided by 
virtualisation. In the case of HSM software, the platforms supported are a bit more 
limited.  The requirements of the particular software components will be examined in 
more detail in the relevant milestones. However we can make comments in relation to 
resilience and performance about the underlying hardware irrespective of the software 
components installed on it.  

Firstly in relation to resilience, all components where possible, should have redundant 
paths. This can be achieved at all levels, including the SAN switching environment. 
Obviously the main factor here becomes cost. Thus the level of redundancy will 
become dependant on budget. There are however some minimum levels of 
redundancy that should always be a part of any solution, like mirrored (preferably 
hardware) disks (system and application) and redundant power supplies. 

An example list of hardware items to consider duplicating: 

·  SAN switches 
·  SAN fabric 
·  SAN controllers 
·  Power supplies 
·  RAID 
·  Disk controllers 
·  Network Interfaces 

Disks controller paths can also be duplicated for resilience. This is commonly referred 
to as multi-pathing. Most modern operating systems support multi-pathing, either 
natively in the operating system, or via third party products such as Veritas DMP. 
Given that it is intended to ship large amounts of data in the future it is inevitable that 
controllers will at some time fail. Having multiple paths will mean there is the 
capability to endure a controller failure and still continue writing data to disk. 

A list of operating systems and some multi-pathing choices: 

Operating System Muti-pathing solution 

Linux DMP, DMP2, MPIO, Veritas DMP 

Solaris AP, MPXIO, Vertias DMP 

 

Secondly in relation to performance, where budget permits, the bandwidth of IO 
systems should be capable of handling large volumes of data. Trunking of devices 
such as network interfaces can also be utilised to provide increased IO and redundant 
paths. Most modern hardware and operating systems support trunking. At the very 
least the network paths should be duplicated, so that a failure can be withstood 
without stopping the service. 
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As we will see in a later milestone, virtualisation is recommended to increase the 
flexibility available to delivering a SRB solution. Most modern operating systems 
support virtualisation. The main thing to consider here is whether the operating 
system vendor supports the virtualisation being considered. In the case of Solaris, 
zones/containers are supported by Sun. In the case of Linux, Xen is supported by 
RedHat and SUSE. 

A list of operating systems and some virtualisation choices: 

Operating System Virtualisation solution 

Linux Xen, OpenVZ 

Solaris Zones, Hardware Domains 

 

With regards to tape drives, LTO drives [14] while suitable for standard backup and 
restore operations, are not suitable for long term sustained use.  StorageTek Titanium 
[15], and IBM Jaguar [16] on the other hand are designed for sustained 24 hour use. 
LTO are designed for the average duty cycle of a data centre, 9-12 hours per day, and 
thus are cheaper. Increasingly encryption is being delivered in tape technology, giving 
us an alternative to encryption at the software level. 

�
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HSM is a data storage system that automatically moves data between high-cost and 
low-cost storage media. HSM systems exist because high-speed storage devices, such 
as hard disk drives, are more expensive (per byte stored) than slower devices, such as 
optical discs and magnetic tape drives. While it would be ideal to have all data 
available on high-speed devices all the time, this is prohibitively expensive for many 
organizations. Instead, HSM systems store the bulk of the enterprise's data on slower 
devices, and then copy data to faster disk drives when needed. In effect, HSM turns 
the fast disk drives into caches for the slower mass storage devices. The HSM system 
monitors the way data is used and makes best guesses as to which data can safely be 
moved to slower devices and which data should stay on the hard disks. [4]. 

SRB insulates us from the storage and HSM, providing a degree of separation. So 
providing the HSM software is supported by SRB it should interoperate with the 
institutions existing HSM system. If a HSM system is not already present at the 
institution, then things like current infrastructure may influence the decision of which 
HSM product to use.  

There are a number of major HSM systems available, these include DMF, SAM-DS, 
and CASTOR. More information on these is included in the SI9 Design Brief 
Document. Only version 1 CASTOR is fully supported currently by SRB. Additional 
work would need to be done to fully support CASTOR version 2, and therefore is not 
an option for this study. Additionally using CASTOR requires an agreement by the 
institution using it to provide 0.5 EFT staff to develop CASTOR. 

�
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The existing installation of DMF at Monash University was only suitable for small 
data volumes. There was a parallel project to replace the existing tape facility with a 
much larger one. Given the need to provide production quality service in the future it 
was decided it was best to use the new tape facility. The old facility would only be 
used for testing purposes. 

SAM-FS was installed for testing purposes. 

�
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From our discussion with institutions in the UK and US, it was clear that in order to 
support a full range of customers and applications, it may be necessary to run different 
versions of SRB with different configurations on the same or different hardware. In 
order to reduce the amount of hardware required, several copies of SRB were often 
run on the same machine. This led to messy configurations with multiple servers 
running on different ports on the same machine. In order to reduce the complexity for 
the user connecting to the SRB server it is obviously easier to use the default settings. 
The only way to run multiple SRB servers on the same machine and allow the clients 
to use the default port settings is to use virtualisation. 

One of the things we investigated was the ability to deploy SRB servers using 
virtualisation. We made the use of Solaris Zones to do this, but as discussed earlier 
OpenVZ and Xen could be used. This enabled us to quickly deploy testing 
environments on the same machine with individual SRB installations. These 
installations were used for testing GSI, FEDORA, and GridSphere by other DART 
work units. 

�
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As discussed SRB provides a way of insulating the user from the implementation 
details of the storage and management, including HSM. Below is a diagram 
explaining the concept of storage virtualisation. Figure 4 gives an overview of 
virtualisation. As we can see there are parallels to the way SRB operates. 
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�
Figure 4 Storage Virtualisation Overview �

� �

As with all forms of virtualisation there is overhead. Therefore SRB should be used 
primarily as secondary storage, except in the case of primary storage where the 
instrument provides annotated data, and that data requires no further reduction.  

The proposed architectural design uses SRB to federate storage. As discussed earlier 
SRB federates storage and insulates the user from the underlying storage. Thus SRB 
can be thought of as an abstraction layer that sits above the institutional storage layer, 
permitting institutions to architect different hardware and mass storage HSM polices.  

SRB is used to insulate the users from the storage requirements. This recommendation 
helps reduce the number of hardware recommendations required as it insulates the 
user from the hardware by running on a variety of operating systems. As we will 
discuss, other software such as the HSM software will dictate more which operating 
system is chosen. Operating systems supported by SRB include Linux, Mac OS X, 
AIX, Solaris, SunOS, SGI Irix and Windows. Windows cannot be configured with an 
MCAT server. 

SRB also allows the federation of data, controlling its access from multiple locations. 
As such the second main software recommendation of this work package is that GSI 
be used as the authentication infrastructure as SRB supports GSI and allows for it to 
be integrated with other software such as Globus, which also support GSI, aligned 
with the SI-4 work package recommendations. 

�
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Because of the scale of the storage requirements involved it is highly likely that a 
HSM system will be required to make better use and management of storage. SRB 
supports multiple HSM systems. 
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The diagram in Figure 5 below shows a possible arrangement of SRB servers and a 
data store underneath the infrastructure. SRB supports multiple types of storage, a 
large Data Store below could equally be a DMF, SAMFS or CASTOR based HSM 
system. The data store can also be different at different instances, as the 
intercommunication between data stores is handled by SRB. 

�
Figure 5 Typical SRB Architecture �
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The following photographs are provided as a record of some of the equipment 
configured in support of this work package. 
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Figure 6 Monash Sungrid II Nodes 

 

 
Figure 7 Monash Sungrid Head Nodes 

 

 
Figure 8 Monash Sungrid 1 Nodes 
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Figure 9 Monash Sungrid 
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Figure 10 Rear Sata Array 
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The Interfacing of SRB to HSM is done by adding the supported HSM as a resource 
to SRB. Once this is done policies need to be set regarding the treatment of data.  

�
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The primary storage depends on the instrument the data is being captured from. The 
definition and design of primary storage was developed in consultation with other SI 
units at regular meetings. The design of primary storage is discussed in more detail in 
the Project Outcomes section. 

The primary storage as defined by DART is the storage of unprocessed or 
unannotated (raw) data such as the output of sensor equipment. Typically this would 
be implemented in the form of a disk cache sufficiently close to the data source and 
large enough to capture all the data generated in a sequence of related experiments. 
An example of this could be data travelling from an instrumentation system to a file 
system on a compute grid for further computation. Primary data can be both static 
(held on a DVD or CD ROM) and dynamic (available in real time).  This data is likely 
to be initially more restricted (only accessible by the specific research teams) pending 
publication of scientific papers. 

�
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The secondary storage as defined by DART is the storage of processed and/or 
annotated data, such as instrument data that has been processed by a computational 
grid.  

An example of this could be data that has been processed on a compute grid being 
annotated and stored for retrieval. It could also be data coming directly from an 
instrument that requires no computation, only annotation before storage. In some 
cases, the instrument may have already provided annotation of the data as part of the 
machine metadata.  Data used in simulations of experiments or the creation of virtual 
instruments would fall into this category. It is likely that data in secondary storage 
will be held for a longer period and available for wider community collaboration. 

�
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The primary and secondary storage where implemented according to the Design Brief 
document. Documentation has been included in section 4. Photographic evidence has 
also been included of the systems involved. The milestones included in this report 
detail the development work that went into providing the design and implementation 
of this service. 
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XSI (Infortrend) SAN disk [17] with fibre channel controllers was used as storage for 
both the primary and secondary storage. For the case of primary storage it was 
delivered to hosts via NFS or SAN connections. In the case of secondary storage it 
was presented under SRB. In both cases the host attached to the disk was Sun 
hardware running Solaris. In the first case this was due to Sun’s superior NFS 
implementation. In the second case it was due to the ability to implement storage with 
redundancy via Sun’s MPXIO [18], something which had not been done before with 
the XSI disk. 

Part of the secondary storage was also the use of HSM for data migration. This was 
done using DMF. As explained earlier we are waiting on vendors to finish support for 
the tape library before releasing this into production. 

�

Work was also done on evaluating the network performance of various products. As 
discussed previously SRB is capable of parallel IO operations, speeding up data 
transfer. We also mentioned regarding hardware selection, that links be trunked to 
increase IO throughput. Other work units such as SI8 have dealt with network transfer 
and speeding it up using methods such as FAST/TCP. Our work unit has been storage 
focused, but we have made recommendations regarding hardware to improve network 
performance. These have been tested and shown to improve performance, whilst 
maintaining resilience. 

Other things that can be done to increase network performance include kernel tuning. 
This is probably the most effective method of increasing performance. We will not 
always have control over the interconnecting network between two organisations, as 
such we will not be able to alter the characteristics of the link. We are however able to 
alter the way in which we react to these links by kernel tuning things such as the TCP 
stack. This can be done either manually or automatically via modules such as 
FAST/TCP.  

�
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SRB has the capability to federate between different instances. These instances can be 
local or remote, for example between institutions. In the case of institutions, policies 
and agreements need to be made between the institutions in order for data to be 
exchanged. The diagram in Figure 11 below shows an example of multiple SRB 
servers federated, and a single SRB client that is able to search data across the 
federated instances. �
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�
Figure 11 SRB Federation �

Quoting the SRB documentation [4]. The motivations for a federated MCAT system 
is: 

1. To improve MCAT WAN performance.  

In world-wide networks, the network latency would cause significant SRB 
performance degradation. For example, U.S. the East/West coast latency for a 
simple query is often 1-2 seconds. Many SRB operations require multiple MCAT 
interactions, compounding the delays. 

2. Local control.  

Some SRB sites want to share resources and collections, yet maintain more local 
control over those resources, data objects, and collections. Rather than one SRB 
system managed by one administrator, they needed two (or more) cooperating 
SRB system managed locally, as primarily a security and authorization issue. 

3. Scalability of the MCAT.  

For heavily loaded MCAT, distributing the load to multiple servers, MCATs, and 
DBMS ‘s will avoid bottlenecks and improved overall performance, particularly 
as the systems are scaled up. 

4. No single point of failure.  

If site A and site B have a single MCAT at site B, then B's MCAT and server must 
be up and accessible for site A users to access data objects, even if those data 
objects are on a resource at site A. With a Zone a A and B, operations are more 
independent and locally controlled. 
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One or more “slave” MCAT’s can be added into an SRB Wide-Area-Network 
instance to reduce latency.  SRB function calls that perform reads from the MCAT 
and not updates do not need to reference the Master, but can query the local slave 
MCAT [3]. 

A Zone is defined as a federation of SRB resources/servers controlled by a single 
MCAT.  Each zone has full control of its administrative domain and can operate 
independently from all other zones.  A Federation of MCAT zones allows the sharing 
of SRB resources/servers between all zones in the federation.  Users in one zone with 
the appropriate authentication and permissions can access data and resources in any 
other zone within the federation.  The security model used ensures that a security 
compromise in one zone will not significantly impact the security of another zone in 
the federation [8][9]. 
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This deliverable is not within the scope of the DART project, but we can make 
recommendations with regards to this. SRB, like these technologies has a strong grid 
focus, and is thus well suited to this infrastructure. Comments from the SRB team 
regarding SRB grid interoperability are below. 

a) The SRB is a complete data Grid system in itself, and has been since SRB 1.0 
in 1997. It operates, in production, as collections of client and server hosts 
distributed across local and/or wide-area networks, cooperating to provide 
transparent access to storage resources, data, and meta-data (data about 
data). 

b) We are participating in many data grid research and development / 
production collaborations, including PPDG, GriPhyN, BaBar, CDL, NASA 
Information Power Grid and many more. The SRB is either used in 
production or is being evaluated across multiple projects at NSF, NASA, 
DOE, DOD, NIH, NLM, NARA, and the Library of Congress.  

c) We support the Globus Grid Security Infrastructure (GSI) as an optional 
method of authentication.  

d) The SDSC Matrix workflow management system is a grid-based system and 
uses a Web Service Definition Language (WSDL) interface.  

e) We plan to develop an OGSA-compliant SRB. 

�
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SRB integrates with a wide variety of grid software and middleware. For products that 
are not supported, SRB has an open API, enabling the development of an interface. 
GT (Globus Toolkit) already interfaces with SRB at the authentication level by using 
GSI. Further integration can take place at the file level using GridFTP. Work is being 
done to interface SRB directly with Shibboleth/MAMS by JCU [13]. SRB can be 
interfaced with shibboleth indirectly using the use of GSI. 
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Again this deliverable is not within the scope of the DART project, but we can make 
recommendations with regards to this. There has already been work done in this area, 
such as JCU’s Personal Grid Library. 

Personal Grid Library (PGL) offers a digital library style interface to the Storage 
Resource Broker. It gives access to the national data grid, allowing the manipulation 
and annotation of data held in this repository. The interface allows an administrator 
to define metadata templates, and then the users can apply these templates to the data 
in the repository. This aids in the storage and retrieval of the information [11]. 

Work has also be done to interface with other software such as FEDORA. 

Fedora open source software gives organizations a flexible service-oriented 
architecture for managing and delivering their digital content. At its core is a 
powerful digital object model that supports multiple views of each digital object and 
the relationships among digital objects. Digital objects can encapsulate locally-
managed content or make reference to remote content. Dynamic views are possible by 
associating web services with objects. Digital objects exist within a repository 
architecture that supports a variety of management functions. All functions of Fedora, 
both at the object and repository level, are exposed as web services. These functions 
can be protected with fine-grained access control policies. 
 
This unique combination of features makes Fedora an attractive solution in a variety 
of domains. Some examples of applications that are built upon Fedora include library 
collections management, multimedia authoring systems, archival repositories, 
institutional repositories, and digital libraries for education [12]. 

Additional work has been done as part of DART to extend these and other 
technologies to interoperate with SRB and grid technologies. We would see further 
work with this software take on a more production structure, with installation 
packages and the like, enabling a production service to be delivered. 

�
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Again this deliverable is not within the scope of the DART project, we have however 
followed production methodology in the design of the existing system. As explained 
early we have designed the pilot service with production goals, so it should be able to 
transfer to production status with little modification. 

�
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The security authentication mechanism within the DART project has been studied 
(refer Work Package 4) and recommendations made, but at the time of writing GSI 
has been used in the SI9 infrastructure as it is supported by many components of the 
DART architecture such as Globus and SRB. As such SRB needs to be able to store 
encrypted data, but not encrypt it. SRB needs to provide access controls so that access 
to data is limited to those users allowed to access that data. At the moment it is being 
designed to allow GSI to determine appropriate authentication. 

Within the DART project there are many institutions with different hardware and 
operating environments, by using open source software it is hoped support will be 
available for as many platforms as possible.  

Storage middleware such as SRB helps hide the difference in underlying storage and 
HSM systems between institutions. 

�
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Some data involved in research may be subject to intellectual property or corporate 
ownership issues; as such data needs to be stored in a secure manner. This might 
result in separately zoned data or separate secure installation of storage components to 
meet the requirements of the client. This needs to be assessed on a case by case basis. 

To co-locate, or mirror data between organizations, agreements need to be made 
between institutions housing data. This requires legal issues to be considered and 
address. The legal issues are not the domain of the work package. Some comment on 
legal issues is contained in the CR6 report. 



SI9 Final Report 
 

Page 32 of 49 

5 #��.�(�����������������0����,���(���
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This section details the software installation, configuration and concerns that are out 
of the scope of the previous decision making sections. We will briefly discuss the 
install from the ground up, based on the recommendation made previously. 

5�+ ��������	� �	
� �	���������	� ��� �������	�� ������� ���� ��2!�
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As previously discussed SRB supports most UNIX distributions, and Windows. In the 
case of Windows the MCAT enabled database server needs to be on another server. 
The main deciding factor in the choice of operating system, will be the underpinning 
HSM system. In the case of SAM-FS, Solaris is the supported Operating System. In 
the case of DMF, SGI Linux on SGI hardware is supported. 

There will need to be an SRB instance on the HSM server in order to communicate 
with the HSM facility. If there is already an SRB installation, then the SRB 
installation on the HSM server can be federated with the existing installation. This is 
done in the same way peer to peer brokering is done between separate SRB instances, 
such as in Figure 12. 

�
Figure 12 SRB Peer-to-Peer Brokering �

�

As previously discussed it is also recommended that the operating system be capable 
of virtualisation, for example zones, and that SRB be installed into this virtualised 
environment. 
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With regards to the OS installation, it is recommended that the standard installation 
methods be followed so that the installation is repeatable. In the case of Solaris, 
jumpstart can be used to automate installations. In the case of Linux kickstart can be 
used to automate installations. 

5�% ��������	�����	
��	���������	����.��
1����

As discussed previously the main concern with regard to hardware selection with 
regards to the server is bandwidth and reliability. 

 

5�3 �	���������	����,���
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As discussed earlier SRB supports multiple databases. In the case of Postgres, the 
compilation and installation can be done at the same time as the SRB installation 
using the install script. So this section can be skipped unless you are intending on 
using an existing Progress installation, for example a clustered Postgres installation. 
In the case of Oracle, the installation must be done with the addition of the developer 
libraries. Also in the case of Oracle, Oracle 9i is recommended over 10i due to the 
auto-tunning characteristics of 10i.�

It is recommended for resilience that the database either be clustered, or configured in 
a master slave arrangement as per the SRB master slave MCAT server arrangement. It 
is also possible to use other configurations, like Oracle Dataguard. 

If using Oracle, or another database other than Postgres, some prior planning needs to 
occur. Firstly a Database Name and SID need to be decided upon, then an empty 
database created. A fully qualified database name is not required, but if you are going 
to be running multiple MCAT databases, or be talking to other MCAT databases, 
where the database name is MCAT, it will reduce confusion. 

The first two steps are to create an empty database, and then to create the MCAT 
tablespace in the empty database. To create an empty database in Oracle the Database 
Configuration Assistant (dbca) can be used. An example SQL session to create the 
empty tablespace to hold the MCAT data is shown below. 

$ echo $ORACLE_SID 

$ sqlplus SYSTEM/system_passwd 
sql> create tablespace srbmcat datafile 
'/oracle/oradata/mcatdb/mactdb_srbmcat01.dbf' 
size 198M autoextend on NEXT 10240K MAXSIZE UNLIMIT ED 
extent management local online; 

It is also recommended that a separate table space is created for indexes on a separate 
volume. This is to improve performance. 

sql> create tablespace srbmcat_indx datafile 
'/oracle/oradata/mcatdb/mactdb_srbmcat_indx01.dbf' 
size 198M autoextend on NEXT 10240K MAXSIZE UNLIMIT ED 
extent management local online; 

To do further configuration and check the database, the user environment needs to be 
set up. This can be done via the login shell configuration files, for example the .bashrc 
file.�

ORACLE_BASE=/net/oracle 
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export ORACLE_BASE 
ORACLE_HOME=$ORACLE_BASE/product/9.2.0 
export ORACLE_HOME 
PATH=$PATH:$ORACLE_HOME/bin 
ORA_NLS33=$ORACLE_HOME/ocommon/nls/admin/data 
export ORA_NLS33 
ORACLE_SID=<your SID e.g. mcatdb > 
export ORACLE_SID 
export http_proxy="http://proxy:port" 
LD_LIBRARY_PATH=$LD_LIBRARY_PATH:$ORACLE_HOME/lib 
export LD_LIBRARY_PATH 
NLS_LANG="<Country LANGUAGE >" 
export NLS_LANG 

Next an account with the correct privileges must be created.�

$ sqlplus SYSTEM/system_passwd 

sql> create user MCAT identified by mcat_passwd 
default tablespace srbmcat temporary tablespace tem p; 
sql> alter user MCAT quota unlimited on srbmcat; 
sql> alter user MCAT quota unlimited on srbmcat_ind x; 
sql> grant connect to MCAT; 
sql> exit; 

�

Install globus and SRB as per instructions in next sections. Once installed, the 
configuration files need to be updated. An example of configuration file changes 
follows.�

$ cd $SRB_ROOT/data 

$ vi hostConfig 
localhost srbserver  srbserver.domain  
$ vi mcatHOST 
srbserver.domain 
ENCRYPT1 
$ vi MdasConfig 
MDASDBTYPE   oracle 
MDASSCHEMENAME   MCAT 
MDASDBNAME   mcatdb.domain   
MDASINSERTSFILE  install directory 
METADATA_FKREL_FILE  metadata.fkrel 
DB2INSTANCE   MCATDB 
DB2PASSWORD   XXXXXX 
DB2USER    MCAT 
DB2LOGFILE   /data/logfile 
DBHOME    /oracle/product/9iClient 
$ chmod 640 mcatHost 
$ chmod 640 MdasConfig 

 
The next step is to create all the tables necessary for the MCAT data model in the 
empty database. This is done by running the SRB supplied SQL code against the 
database. 

$ cd $SRB_ROOT/MCAT/data 
$ sqlplus mcat/mcat_passwd@mcatdb @catalog.install. ora 
>& myinstall.results.ora 
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The results can be compared my looking at the differences between the supplied 
results file, and the results file generated by the previous command. 

$ cd $SRB_ROOT/MCAT/data 
$ diff myinstall.results.ora install.results.ora 

 
This provides only a minimal test, for a thorough test run the included test script 
against the output. 
 

$ cd $SRB_ROOT/MCAT 
$ gmake 
$ cd bin 
$ export PATH=$PATH:. 
$ ../data/test.catalog >& ../data/mytest.results.or a 
$ cd ../data 
$ diff mytest.results.ora test.results.ora 

 
If there are errors, there is also an included SQL commands file to drop the MCAT 
tables. 

$ cd $SRB_ROOT/MCAT/data 
$ sqlplus mcat/mcat_passwd@mcatdb @catalog.cleanup. ora 
>& myinstall.cleanup.ora 

 
Once the tables are successfully created, a domain must be created. An example of 
creating a domain follows. 
 

$ export srbUser=srb 
$ export srbAuth=CANDO 
$ export mdasDomainName=sdsc 
$ cd $SRB_ROOT/MCAT/bin 
$ ./ingestToken Domain SRBDOMAIN home 

 
Once the domain is created, a user must be created to manage that domain. 

$ ./ingestUser SRBADM SRBPASSWD SRBDOMAIN sysadmin '' 
'' '' 
 

5�5 �	���������	����:��
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To use GSI authentication, an installation of Globus is required. The standard globus 
installation procedure can be followed. You will need to compile globus, as the binary 
download does not include all the headers or libraries required for GSI support to be 
compiled into SRB. 

The software requirements as detailed on the globus site are: 

·  Globus Toolkit installer, from Globus Toolkit.  
·  J2SE 1.4.2+ SDK. 
·  Ant 1.6+ (1.6.1+ if using Java 1.5).  
·  C compiler. 
·  C++ compiler. Use the version corresponding to your C compiler from the 

previous bullet. 
·  GNU tar. 
·  GNU sed. 
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·  zlib 1.1.4+. 
·  GNU Make. 
·  Perl 5.005 or newer. 
·  sudo. 
·  JDBC���&�
�����	���4���!��

No additional configuration of globus is required. A standard installation can be 
followed, for example: 

$ export JAVA_HOME=/usr/local/java 
$ export ANT_HOME=/usr/local/ant 
$ export PATH=$JAVA_HOME/bin:$ANT_HOME/bin:$PATH 
$ untar zxvf gt4.0.2-all-source-installer.tar.gz 
$ cd gt4.0.2-all-source-installer 
$ export GLOBUS_LOCATION=/home/globus/gt-4.0.2 
$ ./configure --prefix=$GLOBUS_LOCATION 
$ make 

5�  �	���������	��	
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Installing SRB is best done using the accompanying wrapper script�@
��������� =�written 
in perl. The following is a list of modifications required to the standard install script. 
The modifications are made to the�$SRB_CONFIGURE_OPTIONS�variable.�

SRB can be secured by restricting the hosts allowed to connect to the server. This is 
done by setting the� HOST_BASED_AUTH� parameter in the 
$SRB_ROOT/mk/mk.config.in file. This is a compilation setting so must be done 
before compilation takes place. Once this is done entries can be added to the 
hostAuthConfig file to limit access. An example follows. 

$ cd #SRB_HOME/data 
$ vi  hostAuthConfig 
all             127.0.0.1       0.0.255.255 
all             130.194.0.0     0.0.255.255 
$ chmod 640 hostAuthConfig 

 
Standard compile flags include telling SRB the location of required packages, such as 
openssl, zlib, and java.  

--enable-jdkhome=$JAVA_HOME \ 
--enable-openssl-location=$OPENSSL_HOME \ 
--enable-zlib=$ZLIB_HOME 

�

The standard configuration of SRB can be followed with a few modifications to 
enable GSI support.   

--enable-gsi-auth \ 
--enable-globus-location=$GLOBUS_HOME 

To enable the SRB server to connect to the MCAT database, the configuration needs 
to know the location of the database. 

For an Oracle installation: 

--enable-orahome=$ORACLE_HOME \ 
--enable-oralobj \ 
--enable-oraver=$ORACLE_VERSION \  
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--enable-oraconn=$DATABASE_NAME 
�

For PostgreSQL: 

--enable-psgmcat \ 
--enable-psghome=$postgresInstallDir \ 
--enable-psglobj 

Additional configuration must be done to SRB to allow GSI authentication to take 
place. The first step includes generating certificates, which can be done with openssl. 

$ openssl genrsa –out HOSTNAME.key 1024 
$ openssl req -new –key HOSTNAME.key \ 
–out HOSTNAME.csr –config \ 
/usr/local/openssl/ssl/openssl.cnf 
$ chmod 600 HOSTNAME.* 

The next step involves modifying any users requiring to use GSI so that their DN is 
correct. 

$ SmodifyUser addDN username HOSTNAME '/C=au \ 

/O=Company/OU=Division/CN=Firstname \ 
Lastname/emailAddress=EMAIL_ADDRESS' 

This can also be done using the Java GUI, for example: 

$ ssh -Y srbusr@sdd.its.monash.edu.au 
$ cd /net/srb/SRB3_4_2/MCAT/java 
$ gmake run 

From the GUI, the following steps need to be made. 

·  Select Modify User info from the Users menu. 
·  Select the Domain o Select the User  
·  Select Add Authentication Scheme  
·  Choose GSI_AUTH 
·  A�������������B��"�����#�����	�C�&���������$��
	��� �'�	�	!��
·  Click Execute  

Then the server DN needs to be added to the clients MdasEnv file. The server DN can 
be obtained using ‘grid-cert-info –s’.  The DN for the server must also be added to the 
mcatHost file and the server restarted. 

5�7 "����/���.�	���������������������	���

Multi-pathing storage can be achieved under many operating systems. We have 
included documentation for Solaris, as there is no standard documentation for the disk 
array used that can be followed. For Linux the standard MPIO instructions can be 
followed. 

In the case of Solaris this is a process of virtualising two fibre channel controller paths 
into one meta controller. This allows you to talk to one controller path, and have the 
software hand the read, writes, and failovers automatically for you.  Once set up with 
two connections to the SAN you should be able to see the disks you have twice, once 
on one controller, and one on the other. So before you have enabled MPXIO, three 
disks will appear as six in format. 
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       2. c2t220000D023202929d4  
          
/pci@8,700000/SUNW,qlc@2/fp@0,0/ssd@w220000d0232029 29,
4 
       3. c2t220000D023302929d5  
          
/pci@8,700000/SUNW,qlc@2/fp@0,0/ssd@w220000d0233029 29,
5 
       4. c2t220000D023302930d8  
          
/pci@8,700000/SUNW,qlc@2/fp@0,0/ssd@w220000d0233029 30,
8 
       5. c3t210000D023002929d7  
          
/pci@8,700000/SUNW,qlc@3/fp@0,0/ssd@w210000d0230029 29,
7 
       6. c3t210000D023102929d6  
          
/pci@8,700000/SUNW,qlc@3/fp@0,0/ssd@w210000d0231029 29,
6 
       7. c3t210000D023102930d9  
          
/pci@8,700000/SUNW,qlc@3/fp@0,0/ssd@w210000d0231029 30,
9 

However if we look at an individual disk we will see it consists of two paths. 
luxadm display /dev/rdsk/c2t220000D023202929d4 
DEVICE PROPERTIES for disk: 
/dev/rdsk/c2t220000D023202929d4 
  Vendor:               IFT      
  Product ID:           FF-R2021         
  Revision:             342S 
  Serial Num:           0029291CC9FD 
  Unformatted capacity: 1906465.000 MBytes 
  Write Cache:          Enabled 
  Read Cache:           Enabled 
    Minimum prefetch:   0x0 
    Maximum prefetch:   0xffff 
  Device Type:          Disk device 
  Path(s): 
 
  /dev/rdsk/c2t220000D023202929d4s2 
  
/devices/pci@8,700000/SUNW,qlc@2/fp@0,0/ssd@w220000 d02
3202929,4:c,raw 
    LUN path port WWN:          220000d023202929 
    Host controller port WWN:   210000e08b079cf4 
    Path status:                O.K. 
  /dev/rdsk/c3t210000D023002929d7s2 
  
/devices/pci@8,700000/SUNW,qlc@3/fp@0,0/ssd@w210000 d02
3002929,7:c,raw 
    LUN path port WWN:          210000d023002929 
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    Host controller port WWN:   210000e08b0793f4 
    Path status:                O.K. 

�
As the XSI disk (Infortrend) is not supported out of the box we need to follow the 
procedure for third party devices and tell the scsi driver about the device. To do this 
we need the Vendor and Device ID. We also need the controller path information.  

The Vendor and Device ID information can be found by using the disk inquiry option 
in format. 

# format 
... 
       7. c3t210000D023102930d9  
          
/pci@8,700000/SUNW,qlc@3/fp@0,0/ssd@w210000d0231029 30,
9 
Specify disk (enter its number): 7 
selecting c3t210000D023102930d9 
[disk formatted] 
 
 
FORMAT MENU: 
        disk       - select a disk 
        type       - select (define) a disk type 
        partition  - select (define) a partition ta ble 
        current    - describe the current disk 
        format     - format and analyze the disk 
        repair     - repair a defective sector 
        label      - write label to the disk 
        analyze    - surface analysis 
        defect     - defect list management 
        backup     - search for backup labels 
        verify     - read and display labels 
        inquiry    - show vendor, product and revis ion 
        volname    - set 8-character volume name 
        !     - execute , then return 
        quit 
format> inquiry     
Vendor:   IFT      
Product:  FF-R2021         
Revision: 342S 
format> 
 

We now need to add the information to� /kernel/drv/scsi_vhci.conf . 0����
will enable mpxio globally.�
 

# tail -4 /kernel/drv/scsi_vhci.conf 
mpxio-disable="no"; 
device-type-scsi-options-list = 
"IFT     FF-R2021", "symmetric-option"; 
symmetric-option = 0x1000000; 



SI9 Final Report 
 

Page 40 of 49 

�
In addition to telling the scsi driver about the Vendor and Device ID, we need to 
explictly enable mpxio at the fibre channel driver level. To do this we need to find the 
controller path. 
 

# ls -l /dev/fc/ 
total 6 
lrwxrwxrwx   1 root     root          51 Jul  4 02: 01 
fp0 -> 
../../devices/pci@8,700000/SUNW,qlc@2/fp@0,0:devctl  
lrwxrwxrwx   1 root     root          51 Jul  4 02: 01 
fp1 -> 
../../devices/pci@8,700000/SUNW,qlc@3/fp@0,0:devctl  
lrwxrwxrwx   1 root     root          51 Jul  4 02: 01 
fp2 -> 
../../devices/pci@9,600000/SUNW,qlc@2/fp@0,0:devctl  

 
You can verify with format which controller information you want. 
 

# format 
AVAILABLE DISK SELECTIONS: 
       0. c1t0d0  
          
/pci@9,600000/SUNW,qlc@2/fp@0,0/ssd@w21000014c37157 43,
0 
       1. c1t1d0  
          
/pci@9,600000/SUNW,qlc@2/fp@0,0/ssd@w21000014c37167 09,
0 
       2. c2t220000D023202929d4  
          
/pci@8,700000/SUNW,qlc@2/fp@0,0/ssd@w220000d0232029 29,
4 
       3. c2t220000D023302929d5  
          
/pci@8,700000/SUNW,qlc@2/fp@0,0/ssd@w220000d0233029 29,
5 
       4. c2t220000D023302930d8  
          
/pci@8,700000/SUNW,qlc@2/fp@0,0/ssd@w220000d0233029 30,
8 
       5. c3t210000D023002929d7  
          
/pci@8,700000/SUNW,qlc@3/fp@0,0/ssd@w210000d0230029 29,
7 
       6. c3t210000D023102929d6  
          
/pci@8,700000/SUNW,qlc@3/fp@0,0/ssd@w210000d0231029 29,
6 
       7. c3t210000D023102930d9  
          
/pci@8,700000/SUNW,qlc@3/fp@0,0/ssd@w210000d0231029 30,
9 
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�
The first two disks are the system disks, so we are interested in the controllers� fp0 �
and fp1 � or� /pci@8,700000/ !� ;�� then need to add this information to�
/kernel/drv/qlc.conf !� Along with the unit address which is number in�
SUNW,qlc@2!�We don't need to worry about the second unit address at�SUNW,qlc@3!�
Once MPXIO is enabled on the first, the second will be taken care of, as it is the 
second path to the disk. 
 

# tail -1 /kernel/drv/qlc.conf 
name="qlc" parent="/pci@8,7000" unit-address="2" 
mpxio-disable="no"; 

 
Once you have made these modifications to� /kernel/drv/scsi_vhci.conf � ��	�
qlc.conf. � You will need to do a reconfiguration reboot. This process enables 
MPXIO, but does not turn it on. 
 

# init 0 
ok> boot –r 

 
After the reboot, you will still see two copies of each disk, but now MPXIO is 
enabled, so stmsboot will report the STMS paths. 
 

non-STMS device name                 STMS device na me 
/dev/rdsk/c1t0d0                
/dev/rdsk/c4t20000014C3715743d0 
/dev/rdsk/c1t1d0                
/dev/rdsk/c4t20000014C3716709d0 
/dev/rdsk/c2t220000D023202929d4 
/dev/rdsk/c4t600D02300069C6C80029291CC9FD5700d0 
/dev/rdsk/c3t210000D023002929d7 
/dev/rdsk/c4t600D02300069C6C80029291CC9FD5700d0 
/dev/rdsk/c3t210000D023102929d6 
/dev/rdsk/c4t600D02300069C7010029293CA48D8A00d0 
/dev/rdsk/c2t220000D023302929d5 
/dev/rdsk/c4t600D02300069C7010029293CA48D8A00d0 
/dev/rdsk/c2t220000D023302930d8 
/dev/rdsk/c4t600D02300069C7020029304D2CB1B700d0 
/dev/rdsk/c3t210000D023102930d9 
/dev/rdsk/c4t600D02300069C7020029304D2CB1B700d0 

 
Now we need to turn on MPXIO. 
 

# stmsboot -e 
WARNING: This operation will require a reboot. 
Do you want to continue ? [y/n] (default: y) y 
The changes will come into effect after rebooting t he 
system. 
Reboot the system now ? [y/n] (default: y) y 
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This will automatically update�/etc/vfstab �and reboot the system. Once rebooted, 
MPXIO will be enabled and the disks will dual paths will only appear on one path in 
format. 
 
# format 
AVAILABLE DISK SELECTIONS: 
       0. c4t600D02300069C6C80029291CC9FD5700d0  
          /scsi_vhci/ssd@g600d02300069c6c80029291cc 9fd5700 
       1. c4t600D02300069C7010029293CA48D8A00d0  
          /scsi_vhci/ssd@g600d02300069c7010029293ca 48d8a00 
       2. c4t600D02300069C7020029304D2CB1B700d0  
          /scsi_vhci/ssd@g600d02300069c7020029304d2 cb1b700 
       3. c4t20000014C3715743d0  
          /scsi_vhci/ssd@g20000014c3715743 
       4. c4t20000014C3716709d0  

          /scsi_vhci/ssd@g20000014c3716709 

5�& �	���������	��	
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A standard installation of HSM software can be observed. The HSM is then added as 
a resource in SRB. 
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The recommendations of this work package can be split into software, hardware and 
policy recommendations. 

·  That SRB be used to insulate the users from the storage requirements. This 
recommendation helps reduce the number of hardware recommendations required 
as it insulates the user from the hardware by running on a variety of operating 
systems. As we will discuss, other software such as the HSM software will dictate 
more which operating system is chosen. Operating systems supported by SRB 
include Linux, Mac OS X, AIX, Solaris, SunOS, SGI Irix and Windows. 
Windows cannot be configured with an MCAT server. 

·  SRB also allows the federation of data, controlling its access from multiple 
locations. As such the second main software recommendation of this work 
package is that GSI be used as the authentication infrastructure as SRB supports 
GSI and allows for it to be integrated with other software such as Globus, which 
also support GSI, aligned with the SI-4 work package recommendations. 

·  There are other recommendations that can be made with regards to the installation 
of SRB. These recommendations are based on how to provide SRB in a 
production environment to ensure availability and performance. 

1. SRB be installed with virtual hostnames and virtual interfaces. This helps in 
moving the application from one machine to another in the event of hardware 
failure. This also helps when the software is installed on operating systems 
that have virtualisation capabilities, which leads to our second 
recommendation. 

2. SRB be installed on operating systems capable of virtualisation. By using 
virtualisation multiple SRB instances can be installed on the one machine. 
This helps where there are multiple SRB servers talking to common or unique 
MCAT servers. Multiple SRB server instances can result from a need to split 
load, or isolate data. Using virtual operating system instances reduces the 
complexity as one working image can be duplicated and only the configuration 
of the SRB server needs to be changed. It also allows the SRB server to be run 
on the default port, rather than running multiple instances on the one operating 
system on different ports. This reduces the administration overhead where 
multiple SRB servers required. It also reduces the chance of human error 
associated with trying to stop different instances of the SRB server running on 
the same machine on different ports. 

3. The MCAT database has fail-over capability. This can be achieved in a 
number of ways, using the SRB master slave MCAT configuration, or using a 
clustered database as the back, or using products such as Oracle Data Guard. 
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4. The naming scheme for servers and zones be illustrative of the organization or 
department to enable easier searching of data collections. For example for a 
separate SRB instance for a faculty, the host name and zone name should be 
along the lines of srb.faculty.university.edu.au. Where the SRB instance is 
shared it should be srb.university.edu.au/faculty. Obviously the share model is 
preferred, but where ownership of data has legal ramifications and the instance 
needs to be isolated, the first naming convention would have to be used. This 
has met with positive feedback from the SRB community we have 
communicated with. 

5. With all forms of virtualisation there is overhead. Therefore SRB should be 
used primarily as secondary storage, except in the case of primary storage 
where the instrument provides annotated date, and that data requires no further 
reduction. 

6. HSM software be considered, and that it be one that is supported by SRB. 
SRB has support for DMF, SAMFS and CASTOR. Each of these HSM 
products has a similar level of expandability and functionality. The main 
difference being CASTOR is free. It does however require more support staff 
as one of the one of the conditions of using the software is that a 0.5 EFT staff 
be available to help with its development. It also doesn’t have a built in 
management database, and therefore requires and external database and 
associated database administration support. The HSM software chosen will 
dictate the hardware chosen for tape storage, disk storage and the hardware the 
operating system underneath the HSM software. As SRB runs on most UNIX 
operating systems, the HSM software itself is more of a dictating factor over 
which hardware is used. 

7. With regards to hardware recommendations, as the use of SRB allows a great 
deal of flexibility, our main recommendations are in the area of resilience, 
performance and reliability. Where possible we recommend redundant 
connections, whether those are network, or SAN connections. Most operating 
systems and hardware support multi-pathing and trunking of interfaces to 
improve resilience and performance. This however may dictate to some degree 
the selection of hardware and operating system if these recommendations are 
to be adhered to.  

8. It should be noted that data being held in the SRB is available to multiple 
readers searchable using a metadata catalogue for future annotation. Some 
attention may need to be focused on version control, and the synchronization 
of replicas. If the annotation software does not support the checking out of 
files it may be necessary to add a CVS layer using “Subversion” or a similar 
product to ensure coherency of the data sets. 

9. Most of the standard policies can be followed with regards to data handling. 
This will be somewhat dependant on the agreement reached between the 
organizations federated, and the type of data being shared. There may need to 
be legal requirements met with regards to the housing of another institutions 
data. The legal aspects are out of the scope of this work unit. 

10. With regards to network performance, it will not always be possible to alter 
the qualities of the link between systems, and as such methods such as kernel 
parameter tuning should be employed.  
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Acronym Definition 

CASTOR CERN Advanced STORage manager. 

DLL Dynamic Link/Load Library 

DMF Data Migration Facility 

DN Distinguished Name 

EFT Effective Full Time 

FTP File Transfer Protocol 

GSI Grid Security Infrastructure 

GUI Graphical User Interface 

HSM Hierarchical Storage Management 

IO Input Output 

JCU James Cook University 

MCAT Metadata Catalogue 

MPIO Red Hat Linux Multi-pathed IO 

MPXIO Solaris Multi-plexed IO 

PGL Personal Grid Library 

SAN Storage Area Network 

TNS Transparent Network Substrate 

SRB Storage Resource Broker 

WSDL Web Services Definition Language 
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[1] DART Overview presentation. http://dart.edu.au/DART_Overview.pdf 

[2] SI9 Work Unit Description. 

[3] SRB Frequently Asked Questions 
http://www.sdsc.edu/srb/index.php/FAQ#What_does_the_SRB_do.3F 

[4] HSM definition http://www.webopedia.com/TERM/H/HSM.html 

[5] DMF definition 

http://www.sgi.com/products/storage/tech/dmf.html 

[6] SAM-FS definition 
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http://www.sun.com/storagetek/management_software/data_management/sam-
fs/ 

[7] CASTOR definition 

http://castor.web.cern.ch/castor/ 

[8] SRB Federated MCAT 

http://www.sdsc.edu/srb/index.php/Fed_MCAT  

[9] SRB Zones 

http://www.sdsc.edu/srb/index.php/Zones 

[10] ARC Documentation. 

[11] PGL Documentation 

http://plone.jcu.edu.au/hpc/staff/projects/hpc-software/personal-grid-
library/documentation 

[12] Fedora Project 

http://www.fedora.info/ 

[13] Shibbolized Storage Resource Broker 

http://www.federation.org.au/twiki/bin/view/Federation/JcuAimsTestProc  

[14] LTO Tape technology 

http://www.ultrium.com/newsite/html/format.html 

[15] Sun StorageTek Titanium Drive 

http://www.storagetek.com/products/product_page2773.html 

[16] IBM Jaguar Tape Drive 

http://www-03.ibm.com/systems/storage/tape/ts1120/index.html 

[17] XSI (Infortrend) Disk 

http://www.xsi.com.au/disk_viperstor.htm 

[18] MPXIO 

http://docs.sun.com/source/817-3951-12/chp5.html 
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It is agreed between 

Russel Keil of Shared Systems 

and 

Asad Khan  Chief Investigator 

and 

Andrew Treloar DART Project Director 

That the Final Report Document for the DART SI9 Scope and pilot 
storage infrastructure requirements gives a full account of the 
work undertaken for the DART Project. 

Richard Spindler 990 59560 
Katharyn Lim 990 55738 
George Scott 990 51171 
Robyn Polan 990 2 0570 

 
·  has been read and reviewed by all parties, 

·  shows that the work package SI9 has been completed satisfactorily,  

·  clearly outlines the functionality that was delivered. 
 

Dated this    ddth         day of            mmmm                     20yy 

 
_________________________ 
Signed by Asad Khan for and on 
behalf of the Chief Investigator 

_________________________ 
Signed for and on behalf of DART by 
the Project Director Andrew Treloar 

 



SI9 Final Report 
 

Page 48 of 49 

;  #���	
�6�#��

;�+  "�	��.����(�
�
��	��������������

�

�

Figure 13 Monash Provided Infrastructure �

�

Figure 13 shows the initial design that involved two MDS9509’s running two Virtual 
Sans’ (or fabrics) the plan being to progressively upgrade the design to a higher 
resilience model involving 4 fabrics in the future. 
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Figure 14 Future Model �
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This is the next stage in resilience of the solution involving duplication of the 
fundamental Fibre Channel switches at each of two data centres. The model can 
tolerate any single director class switch failing, as all components are connected via 
dual paths, one into each fabric.  Again the mirroring of data between the two centres 
makes this a very highly available solution for the delivery of a quality production 
service. 
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The ARC grant for strategic Infrastructure to was structured to provision around 
40TBytes of SATA disk storage and about 80TBytes of near-line tape storage; this was 
to be via a $300K grant with a $150K contribution from Monash, providing a total of 
around $500K.  Monash being the Lead institution and grant recipient of the Data 
acquisition, accessibility, annotation, e-Research technology (DART) project, has 
agreed to match in kind infrastructure to the tune of $532K to facilitate the discharge 
of the individual work packages assigned to the university [11]. 

The full production hardware will be sought via a separate LIEF grant in which 
Monash is a participant, and future NCRIS funding. [2] 


